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The BABAR Collahoration

BABAR has ~600 collaborators

300 different opinions and styles to do work



The PEP-II B-Meson Factory

Electron
Gun

SLAC/LBL/LLNL
SLAC-Based B Factory:
PEP-Il and BABAR

Positron
Source

e _= A Positrons

PEP-II
Rings

Positrons

Low Energy Ring
new
BABAR Detector

lectrons

High Energy Ring
(upgrade of existing ring)

Both Rings Housed in Current PEP Tunnel



The BABAR Experiment

Main Physics Goals:

Measurement CP violation in the system of neutral B-Mesons
most prominent: sin(2b)

CKM Matrix Elements: [V_|, [V |, [V /|

Wide spread coverage of Beauty-, Charm-, and t-Physics

First Collisions May 26" 1999
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The BABAR Experiment

Design Parameters:

Energy: e =9GeV ; e* = 3GeV; E___=10.58GeV

30 fbt/yearatlL . =3*10% cm=s*

design

“Online Prompt Reconstruction”:
events are reconstructed <2h after recording

ready for physics <3h after recording

Extreme requirements to the software
and database




The BABAR Detector

Silicon Vertex
racker (SVT)
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The BABAR Detector
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Computing Model



Computing Model — Version O

Envisioned as of before 1999
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Computing Model O - Problems

Meta Data Catalog
no concept of a “run”, each event has a “time stamp”
“collections” as event container for “time intervalls”

Missing Tools to handle collections made the
Implementaion of “high level conditions” difficult

Analysis only at SLAC since no export to sites
Size

AOD is too large, no export, does not scale
Speed

10Hz is not practical



What counts as success?

Publications !

f BABAR Belle
<

<2003 34 54
’ 2003 47 28
<2004 (May) 11 8
!Total 92 90

Ye




Remedy

An Aug 99 review of BABAR Computing examined challenges involved in
producing first physics results under conference deadline pressure.

Access to data, both at SLAC and at remote sites, was identified as a critical
bottleneck in physics analysis.

Objectivity (Objy) performance problems recognized as weakness of
computing model at the time. In particular, the limitations imposed by large
files (~2Gb for analysis data), and poor lock-server scaling with many (~100)
clients.

Review committee recommended that BABAR develop a

Kanga



Kanga

This recommendation led to the following design requirements:

1. Access to the identical micro-DST data available from Objy. No
support for access to lower-level data.

2. Compatible with existing framework and user analysis code.
Changes almost transparent to analysis users (no relink required).

3. Fast event filtering using simple “attributes” (TAG) data.

4. Simple and efficient distribution of data to remote (non-SLAC)
sites.



Computing Model — Version 1

Reality in spring 2000
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Event Store — Changes over time

Since fall 2002: Raw/Rec not persisted
Event: ~200 kB  ~20kB

Continues to grow fast
Higher luminosity
115 skims

Plan: Reprocessing all data every year
More MC events (1.5:1  3:1)

Reducing size
Data packing (achieving ~2:1 lossy compression)



Event Store - Design

Data access:

Data structures:



Event store — Event API

Transient Persistent design pattern:

No DB specifics are exposed to physicists

Transient:
Hide persistent APl behind transient objects and copy data
No changes to reconstruction and physics code if the persistent
data structures change
Restrict/define what data is part of the event

Persistent:
Force policies on stored objects
Optimized data and container structures
Flexible data structures: hidden schema evolution



Production Model
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Online Databases - Overview

Conditions database
Calibrations, geometry, alignment, etc.
Data accessed with the event time
Ambient database (simplified conditions)

Time history of the data-taking conditions
(voltages, currents, temperatures, etc.)

Part of the on-line detector control
Configuration database
Configuration database keeps configuration data
detector and software settings for data taking
Prompt Reconstruction databases
Support for multi-node calibrations
Electronic Logbook
Etc.



Computing Model — Version 2



Kan we keep on with CM1 ?

Although conceived as a short-term solution, KANGA was still with
us 3 years later.

Burden of duplicated support and storage was becoming
unsustainable.

BABAR started implementing a new Computing Model in which
ROQOT is the primary event store technology.

This migration involves the eventual complete phase out of
Objectivity from the event store.



In Parallel: “Mini”
Design Goals:

Provide low-level detector details to support common tasks
calibration, alignment, diagnostics, and algorithm development
Provide Reconstruction Object interfaces

Provide access to the full reconstruction results
EG: track fits using Kaon mass for material effect predictions
Allow users to follow calibration and alignment changes
Allow detector-level systematic error checks
Support a detailed event display
Support the standard BaBar analysis interface

A disk size of 10KBytes/event or less
A readback speed comparable to the Micro
Allow customized output to fit specific analysis needs



Computing Model — Version 2

Reality in spring 2004
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*Mini” - Implementation
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*Mini” - Implementation
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CM2 — Event store

Data access:
Data structures:

\ client machines

ROOT



Bookkeeping

The large dataset and the large number of skims / streams / runs
made the official production as well as the private bookkeepng
more and more dificult.

In the CM2 transition a completely new bookkeeping system
and set fo tools has been developed. It unifies the bookkeeping
In production / skimming / data im-/export and private analysis.

It is iImplemented in perl and SQL and was developed with Grid
applications in mind, however at the present state it is highly
BABAR specific.



XROOTD

ROOQOT out-of-the-box comes with:
network transparent data access via the duo

rootd  TNetFile

Missing in rootd (== design goals for xrootd):
fault tolerance

g R
scalability | XROOTD
high performace file access
load balancing +
connection multiplexing :
request redirection KXTNetF"e P
flexible security

simple (i.e. no) configuration for simple tasks
powerfull configuration for complex setups




XROOTD

Connection multiplexing

One connection per client/host
Multiple logically independent streams

Request redirection supported

Similar to http redirection

Supports dynamic load balancing and fail-over
Asynchronous mode allowed

Multiple processing-order-independent requests

Optional application-directed pre-read

Optional application-directed file preparation

To deal with file pre-staging & load balancing

/O segmenting

Ability to naturally deal with very large transfers

Request deferral
Client waits for resources without using server resources




XROOTD

Connection multiplexing
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XROOTD at SLAC
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XROOTD outside SLAC

r'--
N=Z=

xrootd will be part of the standard ROOT distribution soon



Interactive access

Want to increase flexibility in analysis.
Two new ideas:

use eventstore directly for analysis, not simply as a
database;

analysis is the main function of ROOT after all;

allow many people (or AWGS) to share common ntuple-type
data;

but still be able to customize their own data.



Interactive access

root[0] gSystem->L oad(“libKanga.so”);
This load all the symbols to use the Kanga data.

root[1] RooEvtODbjLocReg theRegistry;
This builds the object registry (described later).

root[2] KanTree* aTree = theRegistry.openKanTree(“aFile”,” treeName’);
This opens “aFile” and “treeName” and pulls “treeName”
into the registry.
“aFile” can be “xrootd://far.away.cc:/scratch/...”

root[4] aTree->Draw(“Bta _caQV.rawEnergy()”);
This is the simplest possible use, plotting a trivial member
function of a stored object. Namely the raw calorimeter energy.
Note that this both unpacks and plots the data.
To see the packed data:
alree->Draw(“Bta caQV. byteg0]”)



Data Distribution



—  DataCenters

— - SLAC, IN2P3, INFN

\ RAL, GridKa

- none
- Institutes / Universities

- login for all BaBar members

- holds subset of data



In the early days: migrate objy-data by hand

Divide the master data “allEvents” into ~20 “skims” according to physics
analysis needs (e.g.: Dstar-skim, Jpsi-skim, Breco-skim, tau-skim, etc.)

Number od skims is constantly increasing

Objectivity ROOT
monolithic database one file per skim and detail-level
custom made tools to import export runs may be merged or divided into an arbitrary
specific runs number of files for convenient handling
no duplication of events can copy files to my laptop and start analysis
only SLAC and Lyon “Babar Bookkeeping DB” implemented in SQL

keeps track of imported ski
huge transport overhead (~factor 2.5) P Imported SKims

- Overall dataduplication of factor ~2
deletion of old (superseeded) data verall dataduplication of factor

not easy/possible SLAC / RAL keep all skims, but other sites may
only hold subset of “disjunct” skims

This will change in time with growing dataset




How to transfer files?

bbFTP is a file transfer software. It implements its
own transfer protocol, which is optimized for largefiles
(larger than 2GB).

bbFTP main features are:

* Encoded username and password at connection
* SSH and Certificate authentication modules

* Multi-stream transfer

* Big windows as defined in RFC1323

* On-the-fly data compression

* Automatic retry

* Customizable time-outs

* Transfer simulation

* AFS authentication integration

* RFIO interface



How to use BABAR
computing power spread over five
Tier A centers in five countries?



Get Organized! : Divide Tasks

GridKa:
“*Skimming”
import “allEvents” from SLAC; run predefined analyses;
write “Tag Bits” and multiple output streams;
copy back to SLAC
Monte Carlo Production
run; copy files to SLAC
Analysis
mainly by german collaborators
for CM2 availabe:
run 1-3 “allEvents” (~3TB)
7 (out of 20) skims (~0.7TB)



Skimming at GridKa

W

Output stream 1

Output stream 2

avg. ~100000 events — 1 L
(~680MB) /job : ' : : : : J
]

Max: ~ 1200000 events




Divide Tasks
INFN:

PR “Promt Reconstruction®

Import RAW data from SLAC

run Reconstruction

copy “allEvents” stream back to SLAC
Monte Carlo Production

run, then copy “allEvents” back to SLAC
Analysis

mainly by italien collaborators

RAL:
Monte Carlo Production
central analysis site
IN2P3:
Monte Carlo Production
central analysis site
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Can We Do Better? GRID

Inside te BABAR Collaboration various projects are
currently under way to use GRID technology to solve
as many of the apparent proplems in the current way
work is distributed over multiple interantional sites.

Common:
BABAR Virtual Organization (VO)
(EDG-2 test bed includes the BB VO)

Not Common:
UK: AliBaBa
Italy: grid.it

Germany: D-GRID, Dresden: AlIEN



UK - AliBaBa

Globus pseudo-batch system implemented for ProdTools

Globus submission working at RAL and Bristol, testing at
Manchester

Data return working from RAL and Bristol
Round Robin Pseudo RB code under test

160,000 events produced at Bristol and returned to RAL
>95% efficient

Testing Background Mixing at RAL and Bristol






INFN — grid.it

CDB,CE,WN

CDB,CE,WN|
CE, WN
Bai

“““

Pavia, Ferrara, Cagliari, Catania,
Bologna, Padova, Napoli, Trieste,
Bari, Pisa and Lecce is a subset

of the italian grid that authorize
the BaBar VO.

Moose RPM is installed on all
these sites

Actually 3 Objectivity federation
are installed: Ferrara, Padova and
Napoli



INEN — grid.it
Monte Carlo Production via Genius

powered by
EnginFrame 3.2
compliant with
LCG-2 GRID.IT




INEN — arid.it
Monte Carlo Production via Genius

Just choose the decay file:



INEN — arid.it
Monitor Status Of Submitted Jobs






GridKa — German HEP Computin
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AliIEn
A Pragmatic Approach to GRID



AlIEn — Build on existing OSS

SASL/OpenSSL/OpenCA
as authentication protocol

Globus/GSI

as an implementation of authentication compatible with
other Grid projects

CONDOR ClassAds

language for job description (compatible with EU
DataGrid)

OpenlLDAP
for configuration management

Apache
for Web Portal

MySQL
as relational database backend

Bbftp
as file transfer protocols




AlIEn — A First Test within BABAR

> AliIEn VO (pktg05) : » SE/CE (pktg02) + FTD +UI

-~ LDAP-Server > WN (pktg03)
= Authentification = OpenPBS
= Monitor
- MySQL

*» SE/CE + FTD +Ul (babar.fzk.de) Setup by R. Berlich
* WNs (Batch-Farm) (Bochum)



Conclusions
Computing Model

You never get it right in the first place

In HEP the line between developer and user does not exist:
“black box design” and “information hiding” paradigmas bite you

most of the time it is faster to fix things yourself rather than to wait
until someone fixes it for you: Open Source Software

speed DOES matter

Data Distribution

bbFTP (and bbcp) have been developed and are widely used
outside of BABAR (gets replaced by gridFTP, though)

xrootd is an amazing tool which will be part of ROOT and increase
the flexibility and stability of local data transport as well as wide
area transport



Conclusions

GRID

TIMTOWTDI

even without GRID tools, BABAR managed to fully exploit the
computing power in a multi national heterogen IT infrastructure

However, it becomes harder and harder: we need GRID

Currently, orthogonal to he idea, GRID efforts are very national and
not global at all

First Step: Monte Carlo Production / Reconstruction

Well defined, stable environment

few people, usually “experts” interact with the system
still, not much more than a wide area batch system
Second Step: Analysis

Heterogen, unstable environment

hundreds of physicist, refusing to read documentation....
Tools: AliEn and/or EDG-2




